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ORIGINAL CLINICAL REPORT

Racial Differences in Accuracy of Predictive 
Models for High-Flow Nasal Cannula Failure in 
COVID-19
OBJECTIVES:  To develop and validate machine learning (ML) models to predict 
high-flow nasal cannula (HFNC) failure in COVID-19, compare their performance 
to the respiratory rate-oxygenation (ROX) index, and evaluate model accuracy by 
self-reported race.

DESIGN:  Retrospective cohort study.

SETTING:  Four Emory University Hospitals in Atlanta, GA.

PATIENTS:  Adult patients hospitalized with COVID-19 between March 2020 
and April 2022 who received HFNC therapy within 24 hours of ICU admission 
were included.

INTERVENTIONS:  None.

MEASUREMENTS AND MAIN RESULTS:  Four types of supervised ML mod-
els were developed for predicting HFNC failure (defined as intubation or death 
within 7 d of HFNC initiation), using routine clinical variables from the first 24 
hours of ICU admission. Models were trained on the first 60% (n = 594) of admis-
sions and validated on the latter 40% (n = 390) of admissions to simulate pro-
spective implementation. Among 984 patients included, 317 patients (32.2%) 
developed HFNC failure. eXtreme Gradient Boosting (XGB) model had the high-
est area under the receiver-operator characteristic curve (AUROC) for predicting 
HFNC failure (0.707), and was the only model with significantly better perfor-
mance than the ROX index (AUROC 0.616). XGB model had significantly worse 
performance in Black patients compared with White patients (AUROC 0.663 
vs. 0.808, p = 0.02). Racial differences in the XGB model were reduced and no 
longer statistically significant when restricted to patients with nonmissing arterial 
blood gas data, and when XGB model was developed to predict mortality (rather 
than the composite outcome of failure, which could be influenced by biased clin-
ical decisions for intubation).

CONCLUSIONS:  Our XGB model had better discrimination for predicting 
HFNC failure in COVID-19 than the ROX index, but had racial differences in 
accuracy of predictions. Further studies are needed to understand and mitigate 
potential sources of biases in clinical ML models and to improve their equitability.

KEYWORDS: acute respiratory failure; COVID-19; high-flow nasal cannula; 
machine learning

Heated and humidified high-flow nasal cannula (HFNC) has been a key 
component of noninvasive respiratory support for acute hypoxic res-
piratory failure due to COVID-19 (1–3). Nevertheless, between 40% 

and 76% of patients fail HFNC treatment and eventually require invasive me-
chanical ventilation (IMV) (4–7). There are uncertainties regarding risk factors 
for HFNC failure and the optimal threshold for initiating IMV (4, 5). As such, 
there is a need for accurate predictive models of HFNC treatment failure that 
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may be helpful for risk stratification and allocation of 
healthcare resources (7, 8). However, the utility of clin-
ical predictive models is partially limited by ongoing 
concern of differential performance in patients of dif-
ferent subgroups, which increases the risk of perpet-
uating healthcare disparities (9–15). Given the racial 
differences in rates of occult hypoxemia (16–18) and 
mechanical ventilation (19), there is an opportunity 
to understand racial differences in the performance of 
models that predict HFNC treatment failure.

The respiratory rate-oxygenation (ROX) index is 
a well-studied scoring system that has good discrim-
ination in predicting the need for IMV after HFNC 
treatment in patients with pneumonia (20, 21) and 
COVID-19 (6–8, 22–26). The ROX index is the ratio 
of oxygen saturation to the Fio2 and respiratory rate  
(ROX = [Spo2/Fio2]/RR) (20, 21). It is currently the 
only validated predictive model for HFNC treatment 
failure, and novel machine learning (ML) methods have 
not yet been applied to developing predictive models 
for HFNC failure. However, there is a need to investi-
gate whether the ROX index performs equally well in 
Black and White patients, given that pulse oximetry, 
one of the components of the ROX index, has worse 
accuracy in Black patients (16–18). Furthermore, there 
is a need to evaluate whether novel ML models dem-
onstrate racial differences in accuracy of predictions 
(9, 15, 27) due to potential biases in measurements 

(e.g., pulse oximetry) (16–18), missingness of data (28, 
29), and/or intubation thresholds (19).

The aims of the study were: 1) to develop and vali-
date an ML model to predict HFNC treatment failure, 
using available electronic medical record (EMR) data 
from hospitalized COVID-19 patients, 2) to compare 
the ML model performance to that of the ROX index, 
and 3) to evaluate potential racial differences in the 
accuracy of the ML models and the ROX index. We 
hypothesized that the ML model would predict HFNC 
failure in patients with COVID-19 with higher accu-
racy than the ROX index, and that both the ML model 
and the ROX index would have differences in accuracy 
by race.

MATERIALS AND METHODS

Patient Setting

This retrospective cohort study included adult 
patients 18 years old or older who were: 1) admitted 
to one of four Emory University Hospitals with a di-
agnosis of COVID-19 between March 1, 2020, and 
April 30, 2022, 2) started on HFNC therapy within 24 
hours of ICU admission, and 3) remained on HFNC 
for at least 6 hours (full inclusion and exclusion cri-
teria are detailed in eTable 1, http://links.lww.com/
CCX/B319). Pertinent clinical data were extracted 
from the Emory Healthcare Clinical Data Warehouse 
(which imported clinical data from Cerner, North 
Kansas City, Missouri), deidentified, and made avail-
able for analyses. The study was approved by the in-
stitutional review board (IRB) at Emory University 
(STUDY00001627, “COVID-19 Subphenotypes,” 
approved October 15, 2020) and was conducted 
in accordance with the ethical standards of Emory 
University IRB and the Helsinki Declaration of 
1975. Based on general impracticability and minimal 
harm, waiver of consent was granted by the Emory 
University IRB.

Study Outcome

The primary outcome was HFNC failure, defined as 
requiring IMV or death up to 7 days since initiation of 
HFNC therapy. The 7-day window was chosen based 
on definitions used in prior studies and typical ranges 
of time to intubation and/or death reported in prior 
studies of HFNC failure (6, 22–24), as well as to reduce 

 
KEY POINTS

Question: Are predictive models for high-flow 
nasal cannula treatment failure equitably accurate 
among patients of different races?

Findings: Supervised machine learning (ML) 
models, such as eXtreme Gradient Boosting (XGB) 
model, were developed with better discrimination 
for predicting HFNC failure in patients with COVID-
19 than the respiratory rate-oxygenation index. 
However, the XGB model had worse accuracy in 
Black patients compared with White patients.

Meaning: Mitigation of potential biases in mea-
surements, missing data and imputation strate-
gies, and intubation thresholds may be needed to 
ensure equitable performance and application of 
clinical ML models.
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the likelihood of confounding factors contributing to 
delayed clinical deterioration.

Data Processing

We developed predictive models using EMR data 
available in the first 24 hours of admission, which in-
cluded demographics, medical comorbidities, vital 
signs, laboratory values, medications, and bolus IV 
fluids administered; the full list of variables with 
missingness is reported in eTable 2 (http://links.lww.
com/CCX/B319). Missing values were imputed with 
the population median/mode for the primary anal-
ysis. In sensitivity analyses for evaluating potential 
biases in missingness and imputation, we also tested: 
1) excluding patients with missing arterial blood gas 
(ABG) data, then applying median/mode imputa-
tion for other variables, 2) imputation with predictive 
mean matching (PMM) for all variables, and 3) leav-
ing missing data as missing. For calculating the ROX 
index, missing values for Spo2 and RR were imputed 
using fill-forward imputation, and missing values for 
Fio2 were imputed using fill-forward-then-backward 
imputation during the duration of HFNC treatment. 
The worst (lowest) ROX index during the duration 
of HFNC treatment in the first 24 hours was used to 
predict HFNC failure and to keep the input data con-
sistent with the ML models.

Race was categorized as “Asian,” “Black,” “Other,” or 
“White” according to the self-reported race informa-
tion recorded in the EMR data. Self-identified ethnicity 
(i.e., Hispanic or non-Hispanic) was not considered in 
defining the race categories because of inconsistent 
documentation. Race and ethnicity were not used as 
predictor variables in any of the models, except only to 
perform stratified analyses by race.

Model Development and Validation

The first 60% of hospitalizations (March 1, 2020, to 
February 28, 2021; n = 594) were assigned to the train-
ing cohort, and latter 40% of hospitalizations (March 
1, 2021, to April 30, 2022; n = 390) were assigned to 
the validation cohort. The dataset was split tempo-
rally to simulate prospective implementation of the 
models. Four supervised learning models including 
logistic regression (LR), eXtreme Gradient Boosting 
(XGB), k-nearest neighbors (KNNs), and support vec-
tor machine (SVM) models to predict HFNC failure 

were developed using the training cohort and tested 
on the validation cohort. Five-fold cross-validation 
was performed in the training set to tune model hyper-
parameters to maximize the area under the receiver-
operator characteristic curve (AUROC) for all models. 
All models were developed following the transparent 
reporting of a multivariable prediction model for in-
dividual prognosis or diagnosis and related guidelines 
(30, 31).

Model Performance Evaluation

Model performance of the ML models for predict-
ing HFNC failure was compared with the ROX index 
using AUROC. For the models that performed signifi-
cantly better than the ROX index, variable importance 
in model prediction was examined using SHapley 
Additive exPlanations (SHAP) plots. Model valida-
tions were also stratified by race, sex, and age group 
(< 65 vs. ≥ 65 yr old); the stratified analyses by race 
were restricted only to Black and White patients due 
to low numbers of patients in other race categories. 
Significant differences in model performance between 
subgroups were evaluated by generating calibration 
belts (32) and in sensitivity analyses.

Statistical Analysis

Patient characteristics and clinical variables were com-
pared using t-test or Wilcoxon rank-sum test for con-
tinuous variables and chi-square or Fisher exact test 
for categorical variables, as appropriate. The models 
were compared by comparing the AUROC and 95% 
CIs generated from bootstrapping. All analyses were 
performed in R, v.4.2.0 (R Foundation for Statistical 
Computing, Vienna, Austria; used packages listed in 
eTable 3, http://links.lww.com/CCX/B319), and p value 
of less than 0.05 was used for statistical significance.

RESULTS

Patient Characteristics

There were 984 patients who satisfied the study inclu-
sion/exclusion criteria and were included in the anal-
ysis. Of these, 317 patients (32.2%) experienced HFNC 
failure; their clinical characteristics are summarized 
in Table 1 and eTable 4 (http://links.lww.com/CCX/
B319). Patients who failed HFNC therapy were older 
than those who did not fail (median [interquartile 
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range (IQR)] 65 yr [55–76] vs. 61 yr [50–71], p < 0.01), 
but the two groups had otherwise comparable demo-
graphic characteristics. The failure group had a higher 
proportion of patients who required norepinephrine 
infusion in the first 24 hours (20.2% vs. 5.7%, p < 0.01), 
higher proportion requiring noninvasive ventilation 
(NIV; 33.1% vs. 14.8%, p < 0.01) during the hospital-
ization, and higher mean Sequential Organ Failure 
Assessment scores at the time of HFNC initiation (7.21 
vs. 4.27, p < 0.01). The failure group also had higher 
in-hospital all-cause mortality, longer total duration of 
HFNC therapy, and longer hospital length of stay than 
the nonfailure group. Most HFNC failures (285/317 
patients, 90.0%) occurred due to intubation, whereas 
32 of 317 failures (10.0%) occurred due to death. 
Compared with patients who failed due to death, those 
who failed due to intubation were younger (median 
[IQR] 62 [53–72] vs. 87 [80–89], p < 0.01) and had sig-
nificantly higher proportion of Black patients (n = 153 
[53.7%] vs. n = 10 [31.3%], p = 0.02).

Model Performances for Predicting HFNC 
Failure

XGB model had the highest AUROC for predicting 
HFNC failure (0.707; 95% CI, 0.650–0.765), followed 
by the LR model (0.673 [0.612–0.735]), the SVM model 
(0.657 [0.597–0.717]), the ROX index (0.616 [0.546–
0.685]), and the KNN model (0.526 [0.461–0.592]) 
(Fig. 1). Only the XGB model had significantly higher 
AUROC than the ROX index (p = 0.01); AUROC of 
the LR, SVM, and KNN models were not significantly 
different from that of the ROX index (p = 0.16, 0.31, 
0.06, respectively). Other performance metrics for the 
XGB model and the ROX index based on the optimal 

cutoff values are presented in eFigure 1 and eTable 5 
(http://links.lww.com/CCX/B319).

Important Predictors for HFNC Failure

SHAP plot was generated to interpret the XGB model 
(the best performer) and understand the variable con-
tributions to the model predictions for HFNC failure 
(Fig. 2). The two most important predictor variables 
for HFNC failure were minimum arterial Pao2 and 
minimum arterial pH from ABG data. The remainder 
of top 20 most important variables mostly consisted of 
statistical measures of vital signs and common labo-
ratory values, as well as older age and norepinephrine 
requirements contributing significantly to the model 
predictions for HFNC failure.

Stratified Analyses

Predictions for HFNC failure were stratified by race 
and compared between Black and White patients. The 
XGB model had significantly lower AUROC in Black 
patients than in White patients (AUROC [95% CI] 
0.663 [0.586–0.740] vs. 0.808 [0.717–0.900], respec-
tively, p = 0.02) (Fig. 3). All other models and the ROX 
index demonstrated nonsignificantly lower AUROC in 
Black patients compared with White patients (eTable 
6, http://links.lww.com/CCX/B319). Stratification of 
the XGB model by sex and age group (< 65 vs. ≥ 65 
yr old) demonstrated similar model performance be-
tween the subgroups (eTable 7, http://links.lww.com/
CCX/B319).

Model Calibration and Sensitivity Analyses

To evaluate the racial differences in the accuracy of the 
XGB model, the XGB model calibration was assessed 
by generating calibration belts (32) (eFig. 2, http://
links.lww.com/CCX/B319). The model was slightly 
miscalibrated in the overall cohort, which appeared 
to be driven by significant model miscalibration in 
Black patients that resulted in both over- and under- 
estimation of risk of failure among Black patients. 
The calibration belt for White patients indicated that 
the model was well-calibrated and did not signifi-
cantly overestimate or underestimate the risk of failure 
among White patients.

To investigate the potential causes of the racial dif-
ferences in the accuracy of the XGB model, we first 

Figure 1. Receiver-operator characteristic curves of machine 
learning models and the respiratory rate-oxygenation (ROX) index 
for predicting high-flow nasal cannula failure.
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compared the baseline characteristics and data dis-
tributions of important predictor variables (eTable 
8, http://links.lww.com/CCX/B319). Black patients 
were started on HFNC earlier than White patients 
and had minor differences in a few predictor vari-
ables, but there were no significant differences in the 
rates of HFNC failure, NIV or IMV requirement, or 
missingness of ABG data between Black and White 
patients.

Then, we sequentially removed predictor variables 
with high potential for error in Black patients (e.g., 
Spo2). The racial differences in accuracy of the model 

persisted even after se-
quentially removing 
Spo2, respiratory rate, 
and all vital sign data 
from the XGB model 
inputs (eTable 9, http://
links.lww.com/CCX/
B319).

To investigate the im-
pact of biased imputa-
tion, several strategies 
for handling missing data 
were tested. When the 
XGB model was devel-
oped and validated only 
on patients with non-
missing ABG data, there 
was no significant differ-
ence in accuracy between 
Black and White patients 
(AUROC [95% CI] 0.629 
[0.525–0.733] vs. 0.669 
[0.528–0.809], respec-
tively, p = 0.65). Racial 
differences in model ac-
curacy were still present 
when using PMM impu-
tation or when missing 
data was left as missing, 
and there was a trade-off 
in which the strategy with 
the best overall model 
accuracy also had the 
worst racial bias (eTable 
9, http://links.lww.com/
CCX/B319).

Finally, to investigate biases in decision-making on 
intubation thresholds, models were developed and val-
idated for predicting HFNC failure due to intubation 
only (rather than the original composite outcome). 
The models still had higher AUROC in White patients 
than in Black patients, although the difference between 
Black and White patients for the XGB model was no 
longer statistically significant (eTable 10, http://links.
lww.com/CCX/B319). Additionally, an XGB model 
was developed and validated for predicting only mor-
tality as the outcome (rather than the composite out-
come). This model had similar accuracy for Black and 

Figure 2. SHapley Additive exPlanations (SHAP) plot for the eXtreme Gradient Boosting (XGB) 
model for predicting high-flow nasal cannula (HFNC) failure. The top 20 predictors of HFNC failure 
in the XGB model are listed in the order of importance on the vertical axis. The distribution of color-
coded data points on the horizontal axis indicates whether high (purple) versus low (yellow) values of 
that predictor are associated with positive SHAP value (contributing to prediction of failure) versus 
negative SHAP value (contributing to prediction of nonfailure). ALKP = alkaline phosphatase, ALT = 
alanine transferase, BUN = blood urea nitrogen, CRP = C-reactive protein, HR = heart rate, MAP = 
mean arterial pressure, max = maximum, min = minimum, RR = respiratory rate, SBP = systolic blood 
pressure.
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White patients (AUROC [95% CI] 0.784 [0.695–0.873] 
vs. 0.749 [0.612–0.886], respectively, p = 0.67).

DISCUSSION

In this study, we developed and validated ML mod-
els to predict HFNC treatment failure in hospitalized 
COVID-19 patients, compared its performance to the 
ROX index, and evaluated potential racial differences 
in accuracy of the prediction models. The XGB model 
had the best performance and predicted HFNC failure 
in COVID-19 patients with better discrimination than 
the ROX index, using routinely available EMR data. 
However, the advantage of the XGB model over the 
ROX index may not be clinically substantial, and the 
XGB model performed significantly worse in Black 
patients compared with White patients, potentially due 
to inaccuracies in vital sign measurements, strategies 
for handling missing data, and differences in intuba-
tion thresholds. The findings suggest the need for in-
tentional evaluation of performance across subgroups 
and an investigation into potential causes of biases in 
clinical prediction models.

The ROX index has been studied both in patients 
with pneumonia (20, 21) and COVID-19 (6–8, 22–26) 
with high risk of HFNC treatment failure. However, 
prior studies employed different thresholds of ROX 
index scores and inconsistent outcome definitions 
(with varying combinations of NIV, IMV, death, and/
or weaning from HFNC used to define failure), and 
the precise clinical application of the ROX index re-
mains unclear (33). Furthermore, the ROX index only 

reflects the patient’s oxygenation and respirations (33), 
and incorporating additional parameters such as heart 
rate (34) or laboratory data (7) have yielded better pre-
dictive ability than the ROX index alone. Nonetheless, 
the ROX index performed well in our study with only 
one of four ML models (XGB) outperforming it, high-
lighting its strength as a parsimonious, easily calcu-
lable model that uses only three simple parameters to 
predict HFNC failure. Such predictive models have the 
potential to promptly identify high-risk patients for 
HFNC failure and allow closer monitoring, as well as 
to guide important decisions regarding early intuba-
tion and reduce the potential complications associated 
with delayed intubation in COVID-19 patients (35).

This study also highlighted that the added com-
plexity of the ML models did not necessarily result in 
a clinically substantial improvement in the predictive 
performance of the models and that potential sources 
of bias will need to be better understood and mitigated 
before the ML models can be implemented. In par-
ticular, the XGB model was notable for performing 
significantly worse in Black patients compared with 
White patients in predicting HFNC failure. Two po-
tential mechanisms of bias were considered (36). First, 
this may partially be due to accuracy-fairness trade-
off or an artifact of the XGB algorithm, in which the 
hyperparameter tuning and learning process may have 
amplified bias by sacrificing fairness to make predic-
tions as accurate as possible (36, 37). There is evi-
dence of other clinical ML models that demonstrated 
increasing racial bias with increasing accuracy of the 
ML models, with the XGB model having the highest 
accuracy but also the most bias (38). Second, there 
may be inherent biases contained within our data that 
resulted in biased predictions (36), as the other models 
in our study also demonstrated small, nonsignificant 
differences in accuracy favoring White patients. Given 
the increasing concern that ML models being trained 
on data that reflects racial disparities in healthcare can 
propagate such disparities in their predictions (9, 15, 
27), we sought to identify and mitigate the potential 
sources of biases.

First, we hypothesized that inaccuracies in pulse ox-
imetry contributed at least partially to the racial dif-
ferences in predictive performance of the XGB model, 
given that pulse oximetry has been consistently shown 
to be less accurate in Black patients (16–18), and even 
the ROX index also had slightly worse performance in 

Figure 3. Receiver-operator characteristic curves of eXtreme 
Gradient Boosting (XGB) model for predicting high-flow nasal 
cannula failure, stratified by race.
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Black patients (although not statistically significant). 
However, removing pulse oximetry variables from the 
XGB model did not reduce the racial bias, suggesting 
that potential inaccuracies in pulse oximetry or vital 
signs did not completely account for the discrepancies.

Next, we also explored potential biases arising 
from missingness or strategies to handle missingness. 
When the XGB model was restricted to patients with 
nonmissing ABG data, the racial differences in the 
model accuracy were reduced. Given that missing data 
may represent biases in obtaining data and cannot be 
assumed to have the same distribution of true values 
for different subgroups, median imputation was likely 
an overly simplistic approach that provided more ac-
curate estimates of missing ABG values for White 
patients than for Black patients. Notably, additional 
strategies for handling missing data did not signifi-
cantly reduce the racial differences in model accuracy, 
and the strategy that improved the overall model ac-
curacy was associated with worsened bias. Given that 
ABG variables were the two most important predictors 
in the XGB model, the handling of frequently missing 
ABG values likely impacted the racial bias in the XGB 
model, and highlights an important need to ensure 
that imputation strategies are thoughtfully designed to 
provide equitable assumptions.

Lastly, potential biases in intubation thresholds may 
have also contributed to inaccuracy. The decision to in-
tubate is a complex decision dependent on numerous 
factors such as the patients’ comorbidities, organ fail-
ures, preferences for life-sustaining treatment, as well 
as physicians’ or institutional practices. Furthermore, 
evidence suggests that Black and Asian patients are less 
likely to receive IMV than White patients after meet-
ing certain physiologic thresholds (19). Such differ-
ences in intubation thresholds, if present in our cohort, 
may have contributed to biased results when models 
were trained to predict a composite outcome that in-
cluded physicians’ decision to intubate. This hypo-
thesis is supported by the finding that the models still 
demonstrated racial biases even when HFNC failure 
was defined only by intubation, but the XGB model 
had similar accuracy in Black and White patients when 
predicting mortality (thereby removing the potential 
impact of varying intubation thresholds in the out-
come definition).

Our study has several strengths. We included a di-
verse cohort of patients from four different hospitals 

across a large metropolitan area. Our model uses 
routinely available clinical data to predict a clini-
cally important outcome in patients with COVID-19, 
with improved accuracy over the ROX index. To our 
knowledge, our study is the first to investigate racial 
differences in the accuracy of predictive models for 
HFNC failure, which warrants further research. There 
are also several weaknesses. This was a retrospective 
analysis of EMR data from a single healthcare system, 
and prospective and/or external validation is neces-
sary. Although our sensitivity analyses yielded some 
insights regarding potential causes of racial bias in 
our model, further investigation is needed to under-
stand these causes and develop appropriate mitigation 
strategies. Lastly, this study only included patients with 
COVID-19, and similar ML models for predicting 
HFNC failure need to be evaluated in non-COVID-19 
respiratory failure.

CONCLUSIONS

In conclusion, the novel ML model using XGB pre-
dicted HFNC failure in patients with COVID-19 with 
higher accuracy than the ROX index. However, the ML 
model performed worse in Black patients compared 
with White patients. Potential biases in measurements, 
missing data and imputation strategies, and intubation 
thresholds may have contributed to such bias in our 
model. Importantly, our study emphasizes the need 
for all new ML models to be evaluated for accuracy 
by race, and the need to investigate potential causes 
of biases. Future studies should also investigate miti-
gation strategies to ensure equitable performance and 
application of clinical ML models for patients of di-
verse backgrounds.
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