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ABSTRACT

Objective Pooling data across biobanks is necessary to increase statistical power, reveal more subtle associations, and
synergize the value of data sources. However, searching for desired data elements among the thousands of available
elements and harmonizing differences in terminology, data collection, and structure, is arduous and time consuming.
Materials and methods To speed up biobank data pooling we developed BiobankConnect, a system to semi-
automatically match desired data elements to available elements by: (1) annotating the desired elements with ontology
terms using BioPortal; (2) automatically expanding the query for these elements with synonyms and subclass informa-
tion using OntoCAT; (3) automatically searching available elements for these expanded terms using Lucene lexical
matching; and (4) shortlisting relevant matches sorted by matching score.

Results We evaluated BiobankConnect using human curated matches from EU-BioSHaRE, searching for 32 desired data
elements in 7461 available elements from six biobanks. We found 0.75 precision at rank 1 and 0.74 recall at rank 10
compared to a manually curated set of relevant matches. In addition, best matches chosen by BioSHaRE experts ranked
first in 63.0% and in the top 10 in 98.4% of cases, indicating that our system has the potential to significantly reduce
manual matching work.

Conclusions BiobankConnect provides an easy user interface to significantly speed up the biobank harmonization pro-
cess. It may also prove useful for other forms of biomedical data integration. All the software can be downloaded as a
MOLGENIS open source app from http://www.github.com/molgenis, with a demo available at http://www.biobankcon
nect.org.
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INTRODUCTION to as ‘harmonization’’ and can be separated into several
Researchers increasingly need large data sets to uncover the steps:®

subtle statistical associations between phenotypes and dis-

eases. It is therefore desirable to pool data from multiple bio- 1. Research question parameterization: defining data ele-

banks for analysis." However, existing biobanks are usually ments of interest based on the research question, for
designed specifically to local requirements and not to be similar example, to statistically derive a prediction model for the
to other resources. It therefore requires an incredible amount risk of developing diabetes, data elements for well-known
of time and effort to find relevant data elements across many risk factors such as age, smoking status, blood pressure,
different biobanks and to combine these into one statistically and cholesterol are desired.*
testable data set.? 2. Schema matching: assessing harmonization potential
The process of integrating comparable, but not nec- by comparing desired elements within the ‘data dictionar-
essarily identical, data from different biobanks is often referred ies’ of each biobank. These are usually tab-delimited files
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Figure 1: Harmonization process. Many studies need to pool data in order to reach sufficient statistical power, however
matching data elements of interest to the available data elements is a daunting task.
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that contain all the data elements available in the biobank
and their corresponding information such as name, label,
and definition (figure 1). The challenges lie in finding
the matching elements and deciding whether they are sci-
entifically comparable enough to be used for a pooled
analysis.

3. Data integration: transforming source data into the target
schema by creating algorithms based on the matches pro-
duced by schema matching that can derive the values of
desired data elements from each of the biobanks. For ex-
ample, pooling the data element ‘body mass index’ from
the NCDS biobank cannot be done directly because no
such element is available; the alternative elements ‘height
in cm’ and ‘weight in kg’ are therefore used to calculate
body mass index. During the calculation, the unit for ‘height
in cm’ is converted into a unit in meters.

In this paper we describe how we can dramatically reduce
the time needed for the second step—schema matching. The
current process consists of human experts going through all
the data dictionaries manually to identify potentially matching
data elements, for example, the Prevend data dictionary which
contains 6000 data elements including follow-up studies. Even
when researchers are familiar with the content of a data dictio-
nary, it takes multiple iterations to find relevant data elements
and decide whether these are a complete, partial, or impossi-
ble match. This requires many detailed assessments as to
whether the data element ‘is self-reported’ or ‘by a physician,’
‘is whole life’ or ‘current status only,” since even a small
change in the way information is collected can substantially
modify the scientific comparability of elements. This may take
4h per data element (personal communication from the

BioSHaRE project).”? Often the desired data element is not
available and the best one can do is to identify a proxy element
that is strongly related to the element of interest statistically
and which can be used as an indirect measure.* Moreover, the
type and definition of potential proxies can vary greatly across
biobanks, there are usually hundreds of available data ele-
ments in each biobank, and the descriptions use different local
terminologies. Hypertension, for example, can also be de-
scribed as ‘high blood pressure’ or ‘increase in blood
pressure.’

BACKGROUND

Determining harmonization potential can be generalized as
matching data elements from two schemas using unstructured
data element descriptions.> Two major candidate methods to
automate this procedure are described in the literature: lexical
matching and semantic matching.

Lexical matching

Lexical matching is a method to measure the similarity be-
tween two strings. Prior to matching, strings need to be pro-
cessed by normalization procedures such as lowering case,
removing punctuation and blank characters, etc. Two matching
algorithms are relevant:® (1) edit distance techniques using the
minimal number of operations that need to be applied to one
string in order to get to the other one, such as N-grams and
Levenshtein distance; and (2) token-based distance tech-
niques, derived from information retrieval research, for exam-
ple, vector space models (VSM), which are usually
recommended for matching long strings. They treat strings as
bags of words, in which each dimension represents a word,
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Figure 2: Example of query expansion. ‘Parental diabetes mellitus’ is annotated with the ontology terms ‘Parental’ and
‘Diabetes mellitus.” Then the terms are expanded based on synonyms, resulting in three terms for ‘Diabetes mellitus’ and
three terms for ‘Parental,’ so all 3 x 3 =9 combinations are used for the search (only four are shown here).

Ontology service

Synonyms

Diabetes

Combine terms

with its length representing the number of occurrences of that
word. Similarity can be measured using a cosine similarity
function that calculates the cosine angles between two vectors
representing two different strings. Considering that the descrip-
tions of biobank data elements are usually in the format of un-
structured long strings, it was logical to choose a token-based
distance matching algorithm over other approaches for our
system.

Semantic matching
Semantic matching searches for correspondences using
knowledge about the concepts and their relationships.® In
ontologies, some related concepts are connected with a
subClassOf (is-a) relationship, which provides the backbone for
taxonomic structures. These concepts are considered to be
quite similar and could therefore be considered a partial match.
For example, matching ‘Parental diabetes mellitus’ with ‘Father
diabetes’ cannot be achieved using the lexical matching strat-
egy because the relationship between ‘Father’ and ‘Parent’
cannot be determined by synonyms. However, in an ontology,
the fact that ‘Father’ is a subclass of ‘Parent’ is stated explic-
itly, so matching ‘Father diabetes’ with ‘Parental diabetes mel-
litus’ becomes possible. Other than the is-a relationship, the
concepts could also be connected by associative relationships
such as part-of and has-location. However, matching based on
these relationships is not useful in this project.®

Semantic matching techniques facilitate biobank schema
matching because different terminologies are often used to

describe equivalent concepts and/or more specialized data ele-
ments are available that can be used as a proxy for the desired
concept. Query expansion is a useful method to enhance the
search for these correspondences by adding semantically simi-
lar terms to expand the original query in order to match more
data elements.” Ontologies provide the background knowledge
for such query expansion. Normally, synonyms and hyponyms
(subclasses) provided by the ontology are used. An example of
a query expansion for ‘Parental diabetes mellitus’ is shown in
figure 2.

Existing tools

There are several lexical- and semantic-matching tools that
could benefit our system: Diaz-Galiano et af used synonyms
for query expansion to improve the performance of the retrieval
system. Each query was matched against a set of MeSH terms
(concept and synonyms), and as long as the MeSH term could
be found in the query, its corresponding set of terms would be
appended to the query. A similar approach was used in
GoPubMed, where a query was submitted to PubMed and re-
trieved abstracts were matched against ontology terms in Gene
Ontology using a string-matching algorithm based on syno-
nyms.>'® Rodriguez et al'' Nilsson and Hjelm,'> and
Voorhees'® described similar approaches using ontologies for
query expansion to resolve ambiguous terms. Hyponyms (sub-
classes) were also extracted from ontologies and used to ex-
pand queries. The main difference between these projects was
the choice of ontologies, implying that the choice depends on
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Figure 3: Overview of BiobankConnect. Data elements of interest (target) are matched to all available data elements

(source), based on knowledge from the ontology terms.
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the data that need to be dealt with; the data therefore require
careful evaluation. Finally, Aleksovski et af described a strat-
egy in which they mapped two lists of unstructured medical
terms from two hospitals in Amsterdam. Their strategy best
addresses our matching problem. Their process had two major
steps: (1) automatically annotating two lists of terms with DICE
ontology terms using a string-matching algorithm, which they
called ‘ontology term anchoring,” in order to enrich semantics
for both lists; and (2) automatically matching two lists that
were annotated with ontology terms using existing ontology
matchers such as FOAM and S-Match.'*'®

We also searched for tools to manage biobank data dictio-
naries, and found the Clinical Information Modeling Initiative
(CIMI),'® Cancer Data Standards Registry and Repository
(caDSR) of common data elements,'” and the Observ-OM phe-
notype system,'® which all deal with data models not unlike
the ‘data schemas’ in our project. But, to our knowledge, there
is still little automation support to map non-standard data to
these elements, with caDSR coming closest to our needs with
UML annotation tools (Semantic Integration Workbench, SIW)
that used a simple search for matches by name. We decided to
combine elements from these tools in BiobankConnect.

METHODS

We implemented a three-step harmonization strategy. First,
data elements of interest, which are defined based on the re-
search question, are manually annotated with ontology terms,
for example, users can choose from a drop-down menu to an-
notate a data element of interest such as smoking status or
cardiovascular disease. Then, these ontology terms are used to
automatically scan the descriptions of the thousands of avail-
able data elements from each biobank to find potential

matches. Finally, all candidate matches are sorted from ‘best’
to ‘worst’ so researchers can quickly decide on a useful match.

Figure 3 shows an overview of our matching strategy, which
can be seen as a simplified version of that of Aleksovski et al.®
The process is implemented on top of the Observ-OM data
model for describing the data elements and the MOLGENIS
web database software in Java.'®'® Details of each step are
described below.

Step 1: Manually annotate the search elements with
ontology terms

To improve the accuracy of matching, we enable researchers
to annotate data elements of interest with ontology terms either
automatically or by hand. We added this option because some
concepts are described in ontologies with a slightly different la-
bel than the desired data elements, something a human expert
can quickly resolve. Moreover, there are typically only a few
data elements of interest and this manual work is therefore
limited. For example, to apply a prediction model for type 2 dia-
betes, about 10 predictors (data elements of interest) needed
to be ontologically annotated.

To access ontologies we use BioPortal, 2’ an online ontology
service with more than 400 ontologies currently available. To
carefully select which ontology to use for our test case, we in-
dexed questionnaires (collections of data elements) for 53
studies' taken from the P3G observatory and matched those
against all the ontologies that are available on BioPortal.?'
Among these ontologies, we chose NCI Thesaurus and
SNOMED Clinical Terms (SNOMED CT) because both are char-
acterized by broad ranges (90 000 and 300 000 concepts,
respectively) and matched the most terms in the 53 studies.
For medication-related data elements we use the Anatomical
Therapeutic Chemical (ATC) Classification System, because
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ATC codes are commonly used to store information regarding
medication usage. Users can use any or all of these ontologies.
The ontology terms are retrieved from BioPortal®® using
OntoCAT?? software and stored in a local Lucene index.> Use
of this local index solves the problem of slow response when
many requests are made over slow internet connections.

Step 2: Automatically expand semantics for search
elements

The ontology annotations are used to automatically expand a
query for data elements of interest using synonyms and sub-
classes. This succeeds in many cases where the biobank does
not contain a perfectly matched data element by retrieving sim-
ilar or more specific elements that can be used as proxies. For
example, when matching ‘Current use of alcohol,” the anno-
tated ontology term ‘Alcoholic beverage’ in the NCI ontology
lists more specific types of alcoholic beverages, such as ‘beer,’
‘wine,” and ‘liquor,” and biobanks with data elements that are
related to any of these beverages can then be matched. A com-
plete query is created based on the expansions of the desired
data element definitions using both synonyms and subclasses
from the ontology terms. For example, the query ‘Hypertension’
is written as {"Hypertension’ OR ‘Increased blood pressure’ OR
‘High blood pressure’ OR ‘Hypertensive disorder’ OR ‘HTN’}.
Figure 2 shows another example. When the data elements of
interest are not annotated with ontology terms, just the labels
will be used as the query in the search.

Step 3: Lexical matching of the expanded query

Finally, all data dictionaries are searched via lexical matching
and potential matches are shortlisted for manual decision-
making. The retrieved data elements are sorted by Lucene
VSM scores and then presented as ordered lists of candidate
data elements per biobank from which users can decide on a
suitable match. An all-to-all comparison of search data ele-
ments against all elements from all biobank dictionaries is a
computationally expensive task, which took days in our original
prototype. To speed up this process, we pre-indexed all the
data dictionaries using Lucene.? Prior to indexing, the sophis-
ticated language pre-processing of Lucene removes ‘stop
words’ (such as ‘what’ and ‘where’) from data elements to in-
crease the sensitivity of matching. Lucene also stems terms in
data elements so that different variations can be recognized
during a search, for example, the stem for ‘smoking’ and
‘smoked’ is ‘smoke.’

EVALUATION

To evaluate BiobankConnect, we used schema matching data
from the EU-BioSHaRE Healthy Obese Project (HOP).?*° In this
project a team of biobank experts integrated a schema of 32
data elements for pooled analysis across the six biobanks with
7461 data elements available: Prevend (The Netherlands),?®
NCDS (UK), HUNT (Norway), MICROS (italy), KORA (Germany),
and FINRISK (Finland). First, we calculated precision and recall
metrics by comparing the automatically retrieved ‘relevant
matches’ with a human curated match set created by the

authors. Second, we evaluated the ordering of the results by
assessing the ranks of the best matches that were eventually
chosen for use in the pooled analysis of this 'healthy obese’
study.

Precision and recall

Finding relevant matches out of all possible matches has, at its
base, a binary classification. Binary classification performance
can be evaluated using the widely accepted measures of preci-
sion (the fraction of retrieved instances that are relevant) and
recall (also known as sensitivity, the fraction of relevant in-
stances that are retrieved):?’

Recall — #Relevant smatches_found
#All relevant _matches
Precision — #Relevant matches_found

#£Retrieved matches

In order to calculate recall, we classified all possible matches
between all the 32 desired and all the available data elements,
and marked them as relevant or not for five of our biobanks
(we excluded the largest). Out of 41 184 possible matches,
420 were classified as relevant (see online supplementary table
1 for the full data).

Prioritization of matches

While precision and recall are good performance measures, not
all the relevant matches will be used for data integration. In
practice, human experts will decide to use one or two data ele-
ments from the list of relevant matches for their research, for
example, out of two data elements, ‘weight at baseline’ and
‘weight at year 1, only the first might be chosen because
baseline data are preferred. Ideally, these best matches should
be at the top of the list of relevant matches.

We were fortunate to have a set of 191 manually selected
best matches that were used in the pooled analysis of the HOP.
See Fortier et al' and Doiron et aP* for the guidelines used for
creating the matches, the qualifications of the experts, and the
quality assurance procedures. Using this set, we evaluated the
prioritization of matches in the results generated by
BiobankConnect (see online supplementary table 2 for the full
data).

User interface
The harmonization workflow can be summarized as follows:

1. Upload a target data dictionary containing data elements of
interest

2. Upload one or more source data dictionaries with the data
elements available from the biobanks

3. Either manually or with the help of the annotation wizard,
tag the target data dictionary with ontology terms

4. Choose the target data dictionary as well as the source bio-
bank dictionaries

5. Automatically produce the shortlist of candidate matches to
choose from.
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Figure 4: Matching results produced by BiobankConnect. (A) Matching data elements for ‘Parental diabetes mellitus’ in
Prevend. The gold standard matches are two data elements, V57A_1 and V57B| 1, located in the second and third posi-
tions. (B) The matching data element for ‘History of hypertension’ in the NCDS database. The best match in the experts’
opinion is ‘downhibp,’ located in the first position on the candidate list. CM, cohort member.

A
Name Description Lucene Score  Select
VSTA1 Diabetes + medication/diet: father  2.9585098
V57B_1 Diabetes + medication/diet: mother  2.850684
DM 0 Diabetes mellitus 2.8430348
CATCAUSEESRD Cause of ESRD per category 2.7854838
(RENINE and medical charts)
DMIN_O Diabetes meilitus + insulin 23544278
ANTIDM_T Use of Anti Diabetes Mellitus 22283021

downhibp GM ever had high biood pressure 5.2850647

Name Description Lucene Score  Select

bplage Age CM first had high blood pressure 4.6102843

bpi12m  CM had high bicod pressure in last 12 4.530055

mths
pulsras1  Pulse reading - biood pressure 2.3954456
pulsres?  Pulse reading - biood pressure 2.3954456
sysresd  systolic reading - blood pressure 2.3954456

Figure 4 shows an example of the matched results from
BiobankConnect for the search elements ‘Parental diabetes
mellitus’ and ‘History of hypertension’ in the Prevend and
NCDS biobanks, respectively, sorted by Lucene score from
high to low. Figure 4A shows that ‘Parental diabetes mellitus’
was matched successfully by using the information from sub-
classes of ontology term annotations, for example, ‘father’ or
‘mother’ must be a ‘parent.’

Figure 4B shows the successful use of synonyms in match-
ing ‘History of hypertension’ in NCDS. Note that the description
‘Ever had high blood pressure’ is quite different from the data-
base term ‘Hypertension,” which could not be matched auto-
matically by only using string-matching algorithms. However,
with the BiobankConnect harmonization method, ‘History of
hypertension’ is annotated with the ontology term
‘NCl:Hypertension,” which has a list of synonyms including
‘High blood pressure,’” and using this knowledge ‘History of hy-
pertension’ was matched with ‘CM [cohort member] ever had
high blood pressure’ in NCDS within seconds.

We annotated the data elements with ontology terms (with-
out extensive training or instruction) using a rather simple ap-
proach in which as long as any synonyms of the ontology term
were similar to the data element description, the ontology term
would be used for annotation. For example ‘Parental diabetes
mellitus’ was annotated with NCl:parent and NCl:Diabetes
Mellitus; the full list of ontology terms and external knowledge
annotations for all 32 data elements is given in online supple-
mentary table 3.

RESULTS

Precision and recall of relevant matches

We calculated BiobankConnect’s precision and recall for 32 de-
sired data elements across the five biobanks, with a total of
41 184 possible matches, of which 420 were classified as rel-
evant. Overall, we observed an average precision of 0.75 at

rank 1 and recall of 0.74, 0.82, and 0.88 at ranks 10, 20, and
50, respectively (see table 1 and figure 5).

Rank order of final matches compared with expert decisions
We also evaluated BiobankConnect prioritization performance
by evaluating the ranks of the best matches from the BioSHaRE
project, that is, the position of the match that the human
experts chose from the longer lists of relevant matches. The
median rank was 1 and the mean rank was 1.85. Table 2
summarizes the frequencies of the ‘best matches’ per rank.
The complete list of BioSHaRE best matches and
BiobankConnect’s suggested matches is given in online sup-
plementary table 1.

Contribution of ontology annotations

We compared the ranking of ‘best’ matches using ontological
and Lucene lexical matching with using lexical matching only
(see table 2). Out of 191 matches, using ontology annotations
led to 17 matches that would otherwise have been missed, 28
large improvements (4.17 ranks on average), and 7 small de-
creases (1.71 ranks on average), which were significant
changes (p = 0.03, Wilcoxon rank-sum test; see online supple-
mentary tables 4 and 5). In particular, the first rank category in-
creased by 12.6% while other ranks hardly changed (between
—1.50% and + 2.60%).

DISCUSSION

While the time spent using BiobankConnect is easily calculated,
it is difficult to quantify the time spent by human experts on
performing the same task. Instead, we can approximate the
gain by estimating by how much BiobankConnect reduces the
number of data elements that need manual evaluation by an
expert. Obviously, in an ideal world the expert would look at
each available data element and decide if it is a suitable match
for each of the desired data elements. In the worst case, each


http://jamia.oxfordjournals.org/lookup/suppl/doi:10.1136/amiajnl-2013-002577/-/DC1
http://jamia.oxfordjournals.org/lookup/suppl/doi:10.1136/amiajnl-2013-002577/-/DC1
http://jamia.oxfordjournals.org/lookup/suppl/doi:10.1136/amiajnl-2013-002577/-/DC1
http://jamia.oxfordjournals.org/lookup/suppl/doi:10.1136/amiajnl-2013-002577/-/DC1
http://jamia.oxfordjournals.org/lookup/suppl/doi:10.1136/amiajnl-2013-002577/-/DC1
http://jamia.oxfordjournals.org/lookup/suppl/doi:10.1136/amiajnl-2013-002577/-/DC1
http://jamia.oxfordjournals.org/lookup/suppl/doi:10.1136/amiajnl-2013-002577/-/DC1

Pang C, et al. J Am Med Inform Assoc 2015;22:65-75. doi:10.1136/amiajnl-2013-002577, Research and Applications

Table 1: Precision and recall pe

FINRISK Hunt KORA MICROS NCDS Total

Rank | P R P R P R P R P R P R

1 0.91 0.50 0.61 0.16 0.88 0.53 0.73 0.27 0.59 0.17 0.75 0.28

2 0.68 0.72 0.65 0.34 0.67 0.79 0.53 0.37 0.48 0.27 0.60 0.44

3 0.57 0.88 0.59 0.46 0.48 0.83 0.45 0.46 0.37 0.30 0.49 0.52

4 0.45 0.90 0.53 0.55 0.40 0.89 0.39 0.52 0.31 0.33 0.42 0.58

5 0.39 0.95 0.47 0.60 0.34 0.92 0.33 0.56 0.27 0.36 0.36 0.62

6 0.34 0.97 0.42 0.64 0.31 0.96 0.30 0.61 0.25 0.39 0.32 0.65

7 0.29 0.97 0.39 0.69 0.27 0.96 0.27 0.63 0.23 0.41 0.29 0.68

8 0.26 0.97 0.37 0.73 0.25 0.98 0.25 0.67 0.21 0.44 0.27 0.71

9 0.23 0.97 0.35 0.77 0.24 1.00 0.24 0.68 0.19 0.44 0.25 0.72

10 0.22 0.98 0.33 0.81 0.22 1.00 0.22 0.70 0.17 0.44 0.23 0.74 -
1 0.20 0.98 0.31 0.82 0.21 1.00 0.21 0.71 0.16 0.44 0.22 0.75 cn/-lg
12 0.19 0.98 0.29 0.83 0.20 1.00 0.20 0.72 0.15 0.45 0.21 0.75 g
13 0.18 0.98 0.27 0.84 0.19 1.00 0.19 0.74 0.14 0.46 0.20 0.76 c:%
14 0.17 0.98 0.25 0.84 0.18 1.00 0.19 0.77 0.14 0.47 0.19 0.77 i
15 0.16 0.98 0.24 0.85 0.17 1.00 0.19 0.79 0.13 0.49 0.18 0.78 %
16 0.15 0.98 0.23 0.86 0.16 1.00 0.18 0.82 0.13 0.50 0.17 0.80 o
17 0.14 0.98 0.22 0.86 0.16 1.00 0.18 0.84 0.13 0.51 0.17 0.79 %
18 0.14 0.98 0.21 0.87 0.15 1.00 0.18 0.85 0.12 0.51 0.15 0.81 g
19 0.13 0.98 0.20 0.87 0.14 1.00 0.17 0.87 0.12 0.52 0.16 0.81 ;
20 0.13 0.98 0.19 0.88 0.14 1.00 0.17 0.87 0.11 0.53 0.14 0.82 CZ)
30 0.09 0.98 0.13 0.91 0.1 1.00 0.14 0.93 0.08 0.57 0.1 0.85 w
50 0.06 0.98 0.09 0.94 0.10 1.00 0.1 0.96 0.06 0.64 0.08 0.88

Calculated per biobank and for total.
P, precision; R, recall.

expert would have to visit on average half of the total data ele-
ments before the ‘best’ match is found. This would be a lot of
work, so a more realistic comparison is to assume some smart
searching strategies. We used Lucene string matching to simu-
late a best case where the expert would use advanced lexical
searches. Table 3 shows the average ranks of best matches
per biobank using BiobankConnect (1.8, with 3 missing),
Lucene string matching (2.8, with 20 missing) only, and ran-
dom searching (3730), respectively. This suggests that
BiobankConnect reduces the number of data elements that
need to be evaluated by a factor of 1.5 to 2000. The string-
matching algorithms miss relevant elements due to non-stan-
dard descriptions or unexpected data elements that turn out to
be valid proxies.

We wish to improve BiobankConnect and therefore investi-
gated why recall was worse in, for example, the NCDS biobank,

and why some best matches were not ranked as top candi-
dates. We discovered that bad matches were often caused by
‘too many matches,” ‘repeated measurements,” ‘too specific
data elements,’ or ‘complex proxy variable’ (see online supple-
mentary table 6). We discuss these issues and suggest some
solutions below:

» The issue of ‘too many matches’ resulted in relatively low
recall in NCDS. Scrutiny revealed this was caused by a large
number of relevant matches for one particular data element.
While for most desired data elements, only one to five NCDS
data elements were marked as relevant, 58 elements were
relevant for ‘EDU_HIGHEST' because they all cover some
aspect of education. However, BiobankConnect only re-
trieved 11 out of 58, which had a large impact on the calcu-
lation of recall.


http://jamia.oxfordjournals.org/lookup/suppl/doi:10.1136/amiajnl-2013-002577/-/DC1
http://jamia.oxfordjournals.org/lookup/suppl/doi:10.1136/amiajnl-2013-002577/-/DC1
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Figure 5: Receiver operating characteristic (ROC)
curve. Matching performance for 32 data elements in
five different biobanks. Note that BiobankConnect only
retrieves a subset of data elements based on the se-
mantic/lexical similarity queries, therefore the ROC

curves end before reaching

1.00, 1.00. For the re-

maining data elements we |simulated a line of non-

discrimination, indicated by dotted lines.

1.00-

0.75- 4 !

0.50- |f

True positive rate

ROC

False positive rate

legend
— NCDS
==+ HUNT
— - FINRISK
— KORA
-~ MICROS

Table 2: Ranking performance

The issue with ‘repeated measurements’ occurred in
Prevend, where data elements were measured multiple
times at different time points. For example, for ‘Current
quantity of cigarettes smoked,’” two data elements had been
manually matched: ‘V29_4’ with the description ‘Numbers
of cigarettes per day’ and ‘V28_1' with the description
‘Cigarettes or fine-cut tobacco in history or present.’ V29_4
was ranked second in the suggested list, whereas V28_1
was ranked eighth because another six data elements had a
similar description to V29_4. This search could be improved
using ontology annotations that pinpoint the desired time
points.

The issue with ‘too specific data element’ occurred when
matching ‘Current quantity of spirits/liquor consumed’ in
MICROS. For example, descriptions of the manually deter-
mined matches were ‘Quantity of schnapps’ and ‘Previous
quantity of schnapps,’ in which ‘schnapps’ is an example of
spirits/liquor. However, schnapps had not been defined in
any of the ontologies on BioPortal, so it was not recognized
as a special type of liquor and was therefore not mapped.
This could be addressed by improving details in the current
ontologies.

The issue with ‘complex proxy variable’ was due to the
proxy data elements used in matching being very difficult to
find automatically. For example, ‘Fasting status’ and ‘Blood
glucose level’ were measured separately in Prevend and, in
addition, ‘Fasting status’ was derived from another two data
elements: ‘When was the last meal?” and ‘When was the

Rank P1 (using ontology) Cumulative P4 P2 (Lucene matching) Cumulative P,
1 63.9% (n=122) 63.9% (n =122) 51.3% (n = 98) 51.3% (n = 98)

2 14.1% (n=27) 78.0% (n = 149) 12.0% (n = 23) 63.4% (n=121)
3 8.40% (n = 16) 86.4% (n = 165) 8.37% (n=16) 71.7% (n =137
4 3.10% (n=6) 89.5% (n=171) 4.18% (n=8) 75.9% (n = 145)
5 3.70% (n=7) 93.2% (n = 178) 5.23% (n = 10) 81.2% (n = 155)
6 3.10% (n=6) 96.3% (n = 184) 1.04% (n = 2) 82.2% (n = 157)
7 0.00% (n =6) 96.3% (n = 184) 0.00% (n=0) 82.2% (n = 157)
8 1.50% (n=3) 97.8% (n =187) 1.04% (n = 2) 83.2% (n = 159)
9 0.60% (n=1) 98.4% (n = 188) 2.09% (n =4) 85.3% (n = 163)
10 0.00% (n=0) 98.4% (n = 188) 0.52% (n=1) 85.6% (n = 164)
>10 0.00% (n = 0) 98.4% (n = 188) 3.66% (n=7) 89.5% (n = 171)
Not found 1.60% (n = 3) 10.5% (n = 20)

Total 100% (n = 191) 100% (n=191)

P+ » shows the rank of 191 expert selected ‘best’ matches within the automatically produced lists of relevant matches, using ontology annota-
tions of the desired data elements or Lucene matching only, respectively. BiobankConnect predicted ‘best’” matches as first choice (rank 1) in
63.9% of cases and within the ‘top 10’ in 98.4% of cases.
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Table 3: BiobankConnect reduces the amount of data elements that need to be
checked

Biobank R (via BiobankConnect) | R, (string matching) | Rs (random search)
(number of elements)

KORA (75) 1.5 1.8 36

MICROS (119) 2.0 1.3 59

FINRISK (223) 1.5 1.9 111

Hunt (353) 2.5 4.1 174

NCDS (516) 1.2 1.8 260

Prevend (6174) 2.2 4.3 3109

Average 1.8 2.7 3730

Missed elements 3 20 0

Ry 2,3 shows the average rank of the ‘best’ match when searching using BiobankConnect, using Lucene string matching

only, and random iteration, respectively.

last drink?’ Similarly, in NCDS, the data element ‘Blood glu-
cose’ was not measured, but a human expert picked a proxy
data element ‘Glycated hemoglobin,” which is known to cor-
relate with plasma glucose. Matching for these data ele-
ments could be improved by using a new ontology that
defines such complex relationships between biobank data
elements.

In the current version of BiobankConnect, data elements are
matched based only on the label or short description of the ele-
ment, which may result in erroneous matching of some ele-
ments. However, biobanks contain more information that is not
yet being used. For example, the data element ‘Blood pressure’
was recorded in all our biobanks, but the protocols used to
measure blood pressure may differ across biobanks. If detailed
protocol descriptions could be provided by the biobanks and in-
corporated into our system, the matches produced by
BiobankConnect could be made more accurate. For the cate-
gorical data, information on the various categories could also
be used to improve the match. Access to individual-level data
could also employ statistical characteristics of the data to eval-
uate the pooling potential by comparing instance-based match-
ing to schema matching. In addition, the use or development of
more biobank-oriented ontologies might improve our system’s
performance. For example, the problem of ‘too many matches’
for education data elements could be alleviated by using a
more specific ontology for the education parameters captured
in biobanks.

Finally, we would like to be able to keep track of users’
choices because this human expertise could provide important
information to train our system and reproduce the findings thus
far. For example, where ‘Fasting glucose’ was manually
matched with a proxy variable ‘Glycated hemoglobin’ in NCDS,
this relationship could be added to suitable ontologies, so that

the information can be re-used for query, thereby developing
BiobankConnect into a community knowledge base.

CONCLUSION

Within a matter of minutes BiobankConnect is able to find rele-
vant data element matches with 0.75 precision at rank 1 and
0.74 recall at rank 10. The best matches are in the top 10 in
98.4% of cases. BiobankConnect is therefore a useful tool to
speed up the harmonization and integration of data across bio-
banks, with potential for use in other biomedical integration
challenges. A demonstration and the open source software are
available at http://www.biobankconnect.org.
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